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I. I NTRODUCTION
Traffic classification (TC) is at the core of any network
traffic monitoring system, and a pillar for traffic management,
cyber security, quality-of-experience monitoring, and other
strategic activities for network operators. It is also a very
mature research topic with many surveys on the subject [1–3].
From a chronological standpoint, we can categorize TC
literature into two “waves”. The first wave ignited in the early
2000’s, and centered around the use of Machine Learning
(ML) methods using per-packet (e.g., packet size, packets
inter-arrival time) or per-flow (e.g., total bytes, packets, ports)
features as input targeting the classification of a handful of
applications. Several works demonstrated that even when just
a few packets of a flow were observed, the classification was
accurate [4, 5], and could be sustained at line-rate speed [6]—
“early” TC was born.
Inspired by the success of image processing in computer
vision, in the last years Deep Learning (DL) techniques
re-ignited the interest towards TC, with several DL-based
classifiers being proposed using as input either raw payload
bytes or the same traffic features discovered during the first
wave [7–12]. This renewed interest stems also from the growth
in adoption of traffic encryption, the extreme dynamicity of
Internet traffic, and the heterogeneity of devices connecting to
the Internet, especially when considering mobile ones (having
an ecosystems of tools that eases the installation of new apps
and their updates) [11].
Accordingly, to closely track the network traffic landscape,
an effective TC system should support continuous model
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Abstract—The recent popularity growth of Deep Learning (DL)
re-ignited the interest towards traffic classification, with several
studies demonstrating the accuracy of DL-based classifiers to
identify Internet applications’ traffic. Even with the aid of
hardware accelerators (GPUs, TPUs), DL model training remains
expensive, and limits the ability to operate frequent model
updates necessary to fit to the ever evolving nature of Internet
traffic, and mobile traffic in particular. To address this pain point,
in this work we explore Incremental Learning (IL) techniques
to add new classes to models without a full retraining, hence
speeding up model’s updates cycle. We consider iCarl, a state of
the art IL method, and MIRAGE-2019, a public dataset with traffic
from 40 Android apps, aiming to understand if there is a case for
incremental learning in traffic classification. By dissecting iCarl
internals, we discuss ways to improve its design, contributing
a revised version, namely iCarl+. Despite our analysis reveals
their infancy, IL techniques are a promising research area on the
roadmap towards automated DL-based traffic analysis systems.
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Fig. 1: Models development infinite loop.

updates, as sketched in Fig. 1. Incremental Learning (IL), also
known as continuous or online learning [13], is a discipline
studying how to update models to accommodate the new
knowledge required to perform well the target task (e.g., a
new class needs to be added to a classifier). This fits well
TC needs, and a few works indeed consider incremental TC.
However, those works resort to datasets with only a few classes
(typically less than 10), they use per-flow features (which only
enable post-mortem classification [14, 15]), and they do not
consider scenarios where new applications are progressively
added to models (needed to perform network management on
new services or apps). In other words, TC literature focuses
only on the problem of creating the most accurate classifier
given a dataset where both (a) the number of classes and (b)
the data for each class are immutable. In turn, TC systems
based on literature approaches use amend and retrain policies:
to add new applications or new traffic behavior to a model one
needs to (i) create a new training set (or expand the existing
one), and (ii) train a new model from scratch—model updates
are not incremental.
Differently, in this paper we investigate the use of IL techniques [13] to expand the knowledge of an existing DL-based
traffic classifier without requiring a full retraining, namely
Class Incremental Learning (CIL), which we explore to support real-world operations by reducing the requirement of full
models retraining. We apply iCarl [16], a CIL state-of-theart approach, to a standard 1-dimensional convolutional neural
network TC model, using the publicly available MIRAGE-2019
dataset comprising traffic of 40 popular Android applications.
Our contributions are two-fold: (i) we dissect iCarl’s design
and propose alternative options, including a revised version of
the original method we named iCarl+, and (ii) a thorough
evaluation highlighting relevant trends, pitfalls, and further

A Decision tree
time

tn
knowledge
drift
detected

model
update

A

B Trees ensemble

Input
data

tn+1

tn+1
removed
model
weight

wa

Full (Re)training

Feature Extraction:

time

backbone

wc

wd

new ensemble

Fig. 2: Incremental learning in tree-based classifiers.

directions of improvement.
The rest of the paper is organized as follows: in Sec. II
we review IL considering both ML and DL methodologies,
and the relevant TC literature; in Sec. III we drill down into
iCarl’s design, and set our research questions which we
evaluate in Sec. IV; finally, in Sec. V we conclude pointing
to future avenues of research.
II. BACKGROUND
Incremental learning studies how to (i) integrate new classes
and (ii) refresh the knowledge of already known classes without retraining a model from scratch. Models update procedures
are designed to limit catastrophic forgetting, i.e. the model
“forgets” the knowledge already acquired in favor of the new
one [17, 18], and they rely also on a memory accumulating
input samples in between updates. Herein, first we review how
ML- and DL-based IL techniques (typically) incorporate these
two principles, and then we introduce our research goals.
A. Machine learning approaches
Incremental learning in ML is defined in the context of
processing continuous streams of data, i.e., scenarios where
is unfeasible to adopt large memories, and operate multiple
scans of the data for an update. In these cases, tree-based
data structures offer the best performance, apt to integrate
knowledge carried in either individual or batch of data [19]
with well established algorithms.
For instance, in a Hoeffding decision tree [20] each node
buffers statistics observed in a window of data; ADWIN [21]
then detects knowledge drift in the buffered data, and an update
takes place for example by branching out new nodes (Fig. 2A). In a trees ensemble [22] instead, each tree is weighted by
its accuracy and, using algorithms such as AWE [23], trees
with low weights are pruned from the ensemble (Fig. 2-B).
We underline that these algorithms, and other ML alternative
techniques, update only the knowledge of already known
classes, and do not incrementally add new ones. This justifies
the scarcity of TC literature exploring them, since the typical
dataset is a “static snapshot”. For instance, Hoeffding Adaptive
Trees are contrasted against decision trees in [14] to identify 10
classes of traffic evolving over 12 years of MAWI traces. We
did not find any work adopting incremental trees ensembles,
while a few works use incremental support vectors [15] and kmeans [24] although in a more constrained scenario than [14].
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B. Deep learning approaches
DL models are harder to evolve than trees. Yet, their
“modularity” enables a better reuse of knowledge extraction
than trees, and opens new venues for IL.
To better understand this, Fig. 3-A sketches the internals
of a DL model: a composition of feature extraction and
classification, each corresponding to a separate data transformation. First, ϕ : X→V transforms an input sample x
into a feature vector v. Then, ψ : V →Y splits the feature
vectors v based on their true label y, obtaining the final
classification ŷ. The function ϕ(·) and its parameters θb are
known as the model’s backbone; ψ(·) and its parameters θh
are the model’s head. The rationale of this composition is
that feature extraction ϕ(·) aims to increase the input space
dimensionality so to bring closer points sharing the same label
while distancing points of different labels, and to ease the
formulation of the classification task ψ(·). At training, feature
extraction and classification are performed together to discover
the best combinations of parameters (θb , θh ) minimizing a
loss function Lc (y, ŷ) which compares the true label y and
the inferred one ŷ. The (θb , θh ) pair embodies the model
knowledge, so adding new knowledge requires changing those
parameters and/or the model architecture.
Given this model composition, the IL literature broadly falls
into three categories: model-growth approaches enlarge models
architecture and layers size to accommodate for new knowledge [25, 26]; fixed-representation approaches rely on a rich
backbone [27, 28] while altering the model’s head; and finetuning adapt gradually model’s backbone and head [16, 29].
All those methods try to address the limited capability of
neural networks to support incremental changes, thus being
significantly more sensible to catastrophic forgetting than
trees. To address this issue, incremental learning methods
typically rely on Knowledge distillation [30], a technique that
decomposes the training loss function L into two terms: a
distillation term Lo quantifying the (old) knowledge acquired,
and a classification term Ln quantifying the (new) knowledge
to add. The two terms can be balanced in different ways [29].
Moreover, differently from ML techniques, memory plays
a key role since (i) training requires multiple passes on the
input data and (ii) rehearsal mechanisms, i.e., re-proposing
samples from a previous training set when updating the model,
are important to overcome catastrophic forgetting [13, 31]
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Fig. 4: Sketch of iCarl [16] internals.

and avoid the extra cost of data augmentation techniques like
generative replay [32].
Transfer learning.
A model’s backbone learns hidden patterns in the data,
and the larger the training set (and the lower the layer in
the model’s architecture), the more the extracted knowledge
is expected to abstract from the specific classification task
at hand. This observation is key in transfer learning where
the backbone of a model Ma is reused for a model Mb by
detaching Ma head θo and replacing it with a new one θn
tailored to the new classification task (Fig. 3-B). Then, Mb
is trained via fixed-representation or fine-tuning. Considering
TC, the authors of [33] show that one can reuse the backbone
of a model trained to predict flows duration and bandwidth,
to train a classifier to distinguish 5 traffic classes.
In its basic formulation, transfer learning derives a new
model from an existing one, hence does not perform an
update. It is however also possible to incrementally add new
tasks to an existing model [34]—this is known as multi-task
incremental learning. In this case, a new head is attached to
the backbone without pruning the existing ones. Considering
traffic classification, in [35] authors study how to add a traffic
classifier task to a model trained to classify both flow duration
and flow bandwidth.
Class incremental learning (CIL).
If we do not stick to rigid taxonomy boundaries, transfer
learning can also be used for CIL. To be more specific,
a CIL state-of-the-art method is Incremental Classifier and
Representation Learning (iCarl) [16]. iCarl is a fine-tuning
technique using (i) known classes exemplars rehearsal, (ii)
a pre-allocated output layer, (iii) knowledge distillation, and
(iv) a Nearest Mean Classifier (NMC), as sketched in Fig. 4.
Let us consider a base model (θb , θh ) trained on a (Xo , Yo )
dataset and having C classes. At the input, iCarl selects
exemplars of known classes P ⊆Xo which are rehearsed at
training. A herding mechanism [36] selects exemplars based
on their distance with respect to the class average centroid in
the latent space, and keeps them in a memory of fixed size.
At the output, the model’s head is a single layer (with
neurons using the sigmoid activation function) of size K

with KC—the head pre-allocates K-C units for future
classes to be added. We denote with ĝx the response vector associated to K sigmoids, whereas with ĝx0 (resp. ĝxf )
the subvector associated to the base C (resp. future K-C)
classes. The classification is however operated computing
distance from classes’ average centroid µc in the latent space
ŷ = arg mini kϕ(x) − µc k—this is known as Nearest Mean
Classifier (NMC). In computer vision, this simple mechanism
has been found superior to more typical parametric classification (i.e., leveraging the model head) when performing
incremental learning [37, 38].
When performing an update, iCarl first applies the current
model to both exemplars in memory and new classes data. The
obtained (C-dimensional) soft-output g̃x0 is used for knowledge
distillation Lo (g̃x0 , ĝx0 ). Additionally, some of the K-C extra
units pre-allocated in the model’s head (i.e. ĝxf ), denoted with
ĝx1 , are “consumed” for the new classes. These units are
trained via the classification loss, whereas labels of new (resp.
base) classes are one-hot (resp. zero-vector) encoded, namely
Ln (enc(yn ), ĝx1 ).
C. Our research goal
We found scarce literature for IL applied to TC. Indeed,
only [39] presents a closed-loop TC system, but authors (i)
consider a small use-case with 10 classes, (ii) adopt simple
fine-tuning to introduce new classes, and (iii) focus on a single
model update. Broadly speaking, the closely related literature,
no matter the adopted methodology, share common limitations:
old datasets ([15, 24] use data from 2005, whereas [14]
use 2001-2014 data); very few (typically less than 10), and
very generic classes (HTTP, DNS, SSH, etc.); adopt per-flow
features, thus not performing early traffic classification. On the
one hand, the validation of CIL techniques against outdated
datasets allow to grasp insights on models generalization and
conjecture on their future longevity. On the other hand, some
datasets are 10+ years old, and offer just a handful of classes,
which makes them unfit for our study. Indeed, the limited
availability of public labeled datasets for TC is a well known
problem, quite far from the abundance of datasets for computer
vision- and natural language processing-related tasks.
Methodology-wise, we aim to a fresh look at CIL for
traffic classification. We discard ML-based IL techniques since
they can only expand knowledge of already known classes,
and rely on handcrafted features. We also discard multi-task
transfer learning techniques since they lead to multi headed
models which complicate systems operation—given one input
sample, a multi headed model would return one label for
each head, raising the problem of how to reconcile multiple
output labels into one. We focus instead on fine-tuning, and
specifically iCarl given its accuracy, limited complexity, and
high scalability [16]. To the best of our knowledge, iCarl
has only been applied to image classification, hence we aim
to understand if its qualities remain the same when used for
(mobile) TC. To do so, we contribute an in-depth analysis of
iCarl internal design, challenging the original choices (e.g.,
the adoption of NMC), and thoroughly evaluating alternative

III. M ETHODOLOGY
To better understand the design space, in this section we
start reviewing iCarl internal components in more details,
and set our research questions. We then introduce the dataset,
and the DL-based model we use in our evaluation.
A. Dissecting iCarl design
iCarl is a CIL state-of-the-art approach for image classification which trades off complexity and performance with
respect to alternative solutions like [40, 41], thus is the perfect
candidate technique for our initial exploration of CIL for TC.
iCarl’s design centers around two components: a memory
at the input, and an NMC at the output (Fig. 4), both operating
on the feature vectors generated by a model’s backbone. The
memory is fixed in size, and contains a uniform amount of
exemplars for each class. It follows that, at each update,
each known class drops the same amount of exemplars to
make room for the new classes exemplars. Such filtering is
controlled by a herding mechanism, a procedure aiming to
select a subset of exemplars so that the class average centroid
in the latent space created from the filtered exemplars is
as close as possible to the one obtained without filtering—
it selects a “herd” of points capturing “the body” of the
class (for more details, please refer to [16]). By design,
an NMC tights to the same mechanics of centroids and
point-to-centroid distances computation in the latent space.
According to [16], these design choices aim to decouple the
non-linear feature extraction from the linear classifier: while
the NMC approximates the class feature vectors mean, the
herding selection process tries to keep this mean unchanged
by carefully selecting exemplars—this is the representation
learning component in the iCarl acronym, which stresses the
need of a robust feature extraction.
At a closer look, we spot two other subtle aspects, at the
border between design choices and implementation details.
First, iCarl adopts a sigmoid rather than a softmax activation
function at the output. We find this peculiar, and while authors
briefly state that both functions are equivalent, they do not
evaluate the impact of softmax. Secondly, as introduced in
Sec. II-B, the output layer is pre-allocated, i.e., its size is larger
than the number of classes required, and the extra units are
progressively used when adding new classes. iCarl authors
do not mention this in their paper, but it is evident inspecting
iCarl source code.1 While at first sight this sounds like a
“smart trick”, it can cause unexpected effects when intertwined
with the use of sigmoid activations (see Sec. IV-A).
Considering the overall design choices, in this work we
target the following questions:
• Is it better to use an NMC, or to classify via the output
layer?
1 https://github.com/srebuffi/iCaRL
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•
•
•

Is it better to adopt a sigmoid, or a softmax activation
function at the output layer?
Is it better to pre-allocate the output layer size, or
progressively expand it?
How sensitive is the herding selection to memory size?
Does a larger memory provide better performance?

These are all general questions of practical relevance, and to
the best of our knowledge they are not fully investigated in the
literature. Yet, it is beyond the scope of this work to provide
a final answer to them. Rather, we explore the questions
in the context of TC using only one dataset. In particular,
differently from observed in [16], we find that (i) output layer
classification is superior to NMC, (ii) softmax is superior to
sigmoid, (iii) pre-allocation of the output layer may have a
detrimental effect, and (iv) memory has indeed an impact in
balancing catastrophic forgetting as reported in literature. We
contribute our observations into a revised version of iCarl,
namely iCarl+. As we shall see in Sec. IV-B, neither iCarl
nor iCarl+ match the performance observed in computer
vision when tested on a TC dataset. Yet, iCarl+ significantly
reduces training time, another aspect not quantified in previous
literature (Sec. IV-E).
B. Dataset
In this work we use the MIRAGE-2019 [11] dataset. It
contains traffic related to 40 Android apps belonging to
16 different categories.2 MIRAGE-2019 was collected at the
ARCLAB laboratory of the University of Napoli “Federico
II” with multiple measurement campaigns running between
May 2017 and May 2019. In each experiment a volunteer
(out of ≈300 students) was asked to use one of the 40 apps
while in background raw pcap files and strace log-files
were collected on the phones. Then, pcap were converted into
JSON files where each record reports on the network activity
of a different bidirectional flows (biflows) with aggregate level
metrics (total bytes, packets, etc.), and per-packet level metrics
(time series of packet size, direction, TCP flags, etc.). The
strace logs instead exposed the socket-to-appID mapping
as observed on the phone, so they were used as ground-truth
to label the per-flow logs obtained from raw pcaps. For more
details, please refer to [11].
The MIRAGE-2019 dataset contains ≈100k biflows distributed across apps as shown in Fig. 5. Although the number
2 http://traffic.comics.unina.it/mirage/app
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90

putting more “chatty” apps first.
Considering packets size, all apps have a burst within the
first 5 packets, more sporadic communications within the first
25 packets, after which they are mostly silent. Both zeropadding and packet direction heatmaps well capture this effect
too. The IAT’s heatmap further captures the interleaving period
between first and second communications. This interleave is
possibly related to the nature of mobile apps which, based on
HTTPS, render content in stages [42]. The right side of the
IAT’s heatmap also shows bursts of activity but, especially
for the apps at the bottom of the heatmaps, this is likely an
artifact of the reduced number of packets (notice the higher
zero-padding for those apps).
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of experiments for each app was comparable, biflows’ distribution is heavy-tailed with the top-10 (top-20) apps accounting
for 54.2% (78.9%) of all biflows.
In this work, we focus on three biflow-related per-packet
properties, namely packet (L4) payload size (PS), inter arrival
time (IAT), and packet direction (DIR). Those have been
successfully used in previous literature for early TC [4].
Discarding packets with zero payload, we find that 86% of
biflows have size ≤ 100 packets, while the average size of
biflows across the entire dataset is 180 packets. Thus, for each
flow, we extract time series of length 100 for PS, IAT, and DIR,
that we use an input for our DL classifier. In case the time
series are shorter than 100 packets, we apply zero-padding.
Notice that we encode DIR values as +1 (for upstream) or
-1 (for downstream), while the minimum IAT supported by
the MIRAGE-2019 capture is 1µs, so the zero-padding does not
clash with valid time series values.
In Fig. 6 we render the obtained time series as heatmaps:
each row maps to a different app, and columns map to a
different time series positions, with values averaged across all
biflows. The bottom heatmap further shows the probability of
zero-padding, which we also use to sort heatmaps’ rows by

C. Model architecture
In theory, iCarl can be used without changing a model’s
architecture, with the caveat that the original design requires
to adopt a sigmoid activation as output, and the model head
is expected to be a single layer. In other words, iCarl puts
an accent on the importance of the model’s backbone. iCarl
is originally evaluated using a convolutional neural network
(CNN), which well suits TC needs too [9]. Thus, we rely
on the 1d-CNN architecture sketched in Fig. 7. The input is
a 3 channels 100-elements time series where each channel
is associated to a different packet property. The considered
input configuration was observed experimentally to provide
higher performance with respect to configurations with (i) only
(PS,DIR) pairs, and (ii) PS*DIR (i.e. signed payload sizes),
with +1% and +6% F1 score improvement, respectively. We
also experimented with time series with less than 100 packets,
and obtained only marginal differences in model accuracy. The
input layer feeds a stack of 2 convolutional layers, with 16
and 32 filters of 1 × 3 size, respectively, ReLU activations and
max-pooling layers (stride 2), followed by one fully-connected
layer of size 256 for a total depth of 3 layers before the output
layer. This corresponds to ≈ 200k parameters overall.
We underline that we do not claim any novelty on the model
architecture, rather we point out that similar designs have been
found accurate in previous literature [8, 9], so we consider it a
good reference choice and a state-of-the-art network for TC. In
selecting the architecture we also intentionally avoided including payload bytes or long short term memory (LSTM) layers
which could have possibly increased the model performance.
Rather, we opted for a “conservative” base line. Still, we
highlight that the considered IL methodology virtually applies
to other DL-based traffic classifier proposals.
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IV. E VALUATION
We compared three strategies for CIL, namely iCarl, fixed
representation, and iCarl+, with the last two derived from
iCarl’s source code. We evaluated all strategies updating
upperbound models i.e., models trained from scratch using the
architecture defined in Sec. III-C. Upperbound models are the
performance baseline for models incrementally trained using
iCarl. We leveraged the apps variety in the MIRAGE-2019
to construct different scenarios varying the number of base
classes, performing individual or multiple updates in sequence,
and using two or more classes for each update. We carried out
10 runs for each scenario by randomizing the set of classes.
Unless differently reported, all runs used a memory of 1k
exemplars. We measured TC effectiveness via (macro average)
F1 score, which we split between base classes and new classes
to quantify catastrophic forgetting.
We adopted the same parameters used by iCarl: all models
(both upperbound and updates) were trained for 200 epochs
with a learning rate of 10−2 halved every 50 epochs, and a
momentum of 0.9; for model updates only, the loss function
had an extra regularization term with 10−5 weight.
In the remainder, we introduce the selection process of the
upperbound, and evaluate the design choices at the output. We
then contrast the three IL strategies, and further zoom into
iCarl+ to assess the impact of both multiple updates and
memory size. We conclude reporting on model update time.
A. Design choices at the output
We investigated three design choices at the output: (i) the
type of activation function, (ii) the type of classifier, and
(iii) the method to expand the output layer. Without loss of
generality, we quantified all of them directly using upperbound
models.
Focusing on choices (i)-(ii), Fig. 8 compares three configurations: upperbound models classifying by means of the
output layer via either softmax or sigmoid, and the original
iCarl design, i.e., a sigmoid activation coupled with an NMC.
Lines correspond to averages across runs, while shaded areas
capture standard deviation. iCarl’s design offers the worst
performance, even worse than classifying via a model’s head
using a sigmoid activation. This differs from results in [16],
where iCarl’s authors find an NMC to be superior than

classifying via the output layer trained with sigmoid. The best
strategy is also the most popular in literature: to classify via
the model’s head and adopt a softmax activation (not evaluated
in [16]). We conjecture that the NMC poor performances are
possibly due to: (a) our models being smaller, both in terms of
architecture and training set size, than what commonly used
in computer vision, hence the feature representation obtained
from the model’s backbone might not be robust enough
to integrate well new classes; (b) the lack of an effective
decoupling between feature extraction and classification might
be biasing NMC class centroids, since they are expected to rely
on class-conditional distributions following the multivariate
Gaussian distribution [43].
Considering model’s head expansion, iCarl pre-allocates
the output layer: given an upperbound model, the output layer
is fixed to match a larger number of classes with respect to the
one expected to add at the next update. Then, a “fake update”
is performed to push neurons of the not-yet-seen classes
to zero by replaying all available known class samples, i.e.
currently available classes’ labels are mapped on an extended
one-hot encoding. In Fig. 9 we take an upperbound model of
10 classes, and expand its output layer by adding 10, 20, and
30 units. The first group of histograms on the left shows the
base models performance; the remaining histograms show the
performance after the expansion. While softmax is immune to
the change, both sigmoid and NMC suffer from the expansion.
We believe this is due to the intrinsic nature of the sigmoid
activation function being more sensible to perturbations, which
instead are smoothed out by adopting a softmax activation
(thanks to its normalization).
Takeaway: We find that the best strategy is to classify via the
output layer trained with a softmax activation. This further
allows to expand the output layer with no extra penalty. In
Fig. 9 we show expansions at multiples of 10 units, but the
same is true for any value. Thus, in iCarl+ we opt for
expanding the output layer dynamically at each update to fit
the precise number of classes required, and we classify with
a model’s head using a softmax activation.
B. Comparing incremental learning strategies
Having defined the upperbound, we then compared iCarl,
iCarl+, and fixed-representation performance. We considered
scenarios with base models with 2, 10, 20, and 30 classes,
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Fig. 10: Comparing absolute F1 score reduction from upperbound across incremental learning methods (updates with 2
classes).
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Fig. 11: Confusion matrices for one run with a base model
with 10 classes, updated with 5 new classes.

and performed a single update adding 2 classes. Fig. 10
shows the average F1 score deviation from the upperbound,
separating the evaluation for known classes (top histograms)
from new classes (bottom histograms). Results corresponds to
the difference between the average upperbound performance
and the average performance of the incremental learning
strategy across 10 runs, i.e., the lower the value, the better
the performance.
iCarl suffers from more catastrophic forgetting than
iCarl+, especially for base models with more than 10 classes,
i.e., the practical real life scenarios. Fixed-representation instead is significantly better at preserving previous knowledge
(as the model backbone is frozen), but just modifying the
head does not suffice to introduce the new classes. This hints
to lack of generalization of the model backbone. Overall,
iCarl+ offers the best tradeoff, but notice how a single
update with 2 classes leads to ∼10% F1 accuracy drop on
average for the known classes; the drop is about 3× larger for
new classes. This signals an imbalance between distillation
and classification loss. Fig. 11 further renders the catastrophic
forgetting across the strategies showing the confusion matrix
for a single run of a base model with 10 classes updated with 5
classes (we use 5 instead of 2 just for visualization purposes).
Reference lines (dashed blue) separate new and old classes.
Notice that in this specific instance iCarl+ performance drop
on new classes seems mostly due to one of the 5 new classes.
Takeaway: Performance are below expectation with respect to
what reported in computer vision (e.g., average test accuracy
94.57% [13]). We believe that integrating other mechanisms
(e.g., alternative formulation of loss [29], re-weighting the
classifier [44], sampling strategy [45]) we could further im-
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Fig. 12: Absolute F1 score reduction from upperbound when
performing multiple increments in sequence of 2 classes using
iCarl+.
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Fig. 13: Absolute F1 score reduction from upperbound when
performing increments of different sizes with iCarl+.

prove iCarl+, but we leave this as future work.

C. Performing multiple episodes
Focusing on iCarl+, we now discuss how performance
are affected when operating multiple updates. In Fig. 12 we
show the performance drop when executing up to 4 episodes in
sequence, each adding 2 new classes each, using base models
with 2, 10, 20, and 30 classes. As before, results report the
average drop from the upperbound across 10 runs. While for
new classes the F1 accuracy drop is confined in the same
range, catastrophic forgetting accumulates proportionally with
the number of updates.
To complement the analysis, in Fig. 13 we compare the
performance across multiple updates of different sizes. Specifically, given a model with 10, 20, and 30 classes, we performed
multiple updates to introduce 10 new classes using either 5
updates of 2 classes each, 2 updates of 5 classes each, or
1 update of 10 classes. Two trends overlap: the larger the
number of base classes, the more severe the F1 accuracy drop;
the larger the number of classes in the update, the better the
performance.
Takeaway: From a practical standpoint, we expect to operate
small updates, which in our analysis do not offer the best
performance. This suggests that IL should be paired with
model “checkpointing”, i.e., after a few updates a model is
retrained from scratch to level its accuracy.
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V. C ONCLUSIONS AND F UTURE D IRECTIONS
D. Herding selection and memory size
We found both the herding selection and the memory size
to have a key role for iCarl+ performance. To investigate
this aspect, we considered a scenario with a base model of 10
classes, and performed a single update with 2 classes using a
memory storing 100, 1k, 10k, 50k, or all exemplars. We considered also and extra reference that we named “upperboundherded”, i.e., given an upperbound model, we applied herding
selection to identify exemplars, which we used to retrain a new
upperbound from scratch—the defined upperbound-herded is
a balanced downsampling strategy that we use just as an extra
reference baseline. As before, Fig. 14 shows the results of F1
accuracy drop with respect to the true upperbound, averaging
results across 10 runs.
Two trends emerge. First, as expected, downsampling affects the upperbound but the herding selection is effective
in selecting meaningful exemplars. Recall that the memory
holds a uniform number of exemplars for each known class.
In MIRAGE-2019 a class has an average training set size
of 1,800 samples, but a memory of 10k (i.e., an average
44% reduction of training set) leads the upperbound-herded
performance very close to true upperbound; it takes 10× the
number of samples to match the true upperbound performance.
Second, for iCarl+ varying the memory size trades off
the distillation and classification losses, as increasing the
memory size significantly reduces catastrophic forgetting (top
histograms) at the cost of F1 accuracy drop for new classes
(bottom histograms).
Takeaway: The memory is a key component to constrain
catastrophic forgetting, but over-sizing it can be detrimental.
E. Update execution time
The killer advantage of IL is its major reduction in training
time with respect to training and upperbound model. We
exemplify this in Fig. 15: training a model with 40 classes
corresponds to 23.04 min, against 2.23 min to add 2 classes
to a model with 38.
Takeaway: From the performance analysis, IL techniques
seem still in their infancy. Yet, their light computational cost
enables fast prototyping which is the key to unlock the model
development infinite loop (Fig. 1).

In this work we reviewed class incremental learning in DLbased traffic classification. We dissected iCarl’s design, a
state-of-the-art CIL method, pinpointed its components, discussed alternatives design choices, and thoroughly evaluated
it with the MIRAGE-2019 dataset. We demonstrated some limitations of iCarl’s design, and we proposed a revised version
iCarl+ based on the use of (i) a softmax activation function,
rather than an NMC classifier, and (ii) a dynamic output layer
expansion fitting the number of new classes, rather than a presized output layer with more units that what strictly required.
Although we cannot generalize our observations, no previous
literature provides a similar analysis. Our analysis highlights
the infancy of iCarl+ and similar methods given their lower
performance on traffic classification tasks if compared to what
observed for computer vision. However, it is not trivial to
understand the reason behind such differences. Considering
their relatively small architecture training set size, we conjecture that our models’ backbone do not generalize enough,
so integrating new classes still require large changes which
disrupt the previously acquired knowledge. To better dissect
those mechanisms, we need to contrast our analysis to more
datasets, and other methods CIL methods such as [40, 41].
Likewise, more robust incremental learning methodologies
includes research into alternative formulation of loss functions [29], re-weighting the classifier and distillation loss [44],
sampling strategy [45]), and other design choices.
At a deeper level, incorporating computer vision datasets in
the analysis might shed light onto domain adaptation issues,
i.e., why mechanisms proven valuable for a domain might not
work as well when applied to another domain. We believe
such analysis would be useful beyond the specificity of (class)
incremental learning.
Overall, despite their infancy, thanks to their massive reduction of training computational cost, we foresee a more mature
set of CIL techniques as the key to materialize the vision of
automation of DL-based traffic analysis systems, and closedloop networks operation in general. However, the roadmap to
such vision includes methodologies beyond CIL, such as fewshot learning and coreset identification (model classes with a
very small number of samples), open-set recognition (identify
new classes), etc., which so far have received limited attention
by the network traffic analysis research community.
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